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1. eBRAIN-Health

The Project eBRAIN-Health will deliver a distributed research platform for modeling and simulating
complex neurobiological phenomena of human brain function and dysfunction in a data protection
compliant environment. It will provide thousands of multilevel virtual brains from patients and healthy
human controls for research and innovation. Brain data from multiple sources will be pre-processed.
Solving the societal grand challenge of dementia is a big task. Yet it appears feasible in a collective
approach. Therefore, we will build an interdisciplinary digital twin for dementia for modeling and
simulating complex phenomena at the service of research infrastructure communities. eBRAIN-Health-
Cloud will offer end-to-end services for personalized complex brain modeling and simulations in
distributed e-infrastructures with data protection by design and by default and simulation-ready
human multiscale brain data that range from molecular (genomics, proteomics, metabolomics) and
cellular to electrophysiology and imaging to behavioural, clinical, life-style and environmental data as
well as data from wearables. Brain data are pre-processed and annotated such that they all relate to a
common reference 3D brain space.

eBRAIN-Health-Cloud constitutes a blend of three large-scale research programs: the FET Flagship
Human Brain Project with its EBRAINS Research Infrastructure, the EOSC project Virtual Brain Cloud
with its Virtual Research Environment for sensitive data and the H2020 project AI-MIND with intelligent
tools for dementia risk estimation. The project will have synergies to topics of the Digital Europe
Program, such as artificial intelligence, cybersecurity and supercomputing and the Health Data Space.

eBRAIN-Health-Cloud offers a next generation clinical research infrastructure and creates an open yet
protected space for groundbreaking digital health innovation by the research infrastructure
communities comprising academia and the private sector.

2. eBRAIN-Health consortium

e CHARITE — Universitaetsmedizin Berlin, Germany

e EBRAINS, Belgium

e Forschungszentrum Juelich GmbH, Germany

e Stichting Radboud Universiteit, Netherlands

e Universidad Pompeu Fabra, Spain

e  OSLO Universitetssykehus, Norway

e tp21 GMBH, Germany

e Fraunhofer Gesellschaft zur Foerderung der Angewandten Forschung eV, Germany
e INDOC RESEARCH EUROPE gGmbH, Germany

e Universitaet Wien, Austria

e Universidad Complutense de Madrid, Spain

e EODYNE Systems SL, Spain

e ATHENA — Research and Innovation Center, Greece

e University of Oslo, Norway

e Universita degli Studi di Roma la Sapienza, Italy

e Alzheimer Europe, Luxembourg

e Institute National de Recherche en Informatique et Automatique, France
e Centre Hospitalier Universitaire Vaudois, Switzerland

e The University of St Andrews, United Kingdom

e Eidgendssische Technische Hochschule Ziirich, Switzerland

Find the partners on our website
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3. Executive Summary

eBRAIN-Health established a distributed research platform for the protected processing of sensitive
neurobiological and health data and for the execution of personalized brain modelling and simulation
workflows. The platform operationalizes a federation model in which a central Health Data Cloud
(HDC) capability is complemented by satellite nodes located at hospitals, research institutions and
computing centres (HealthDataCloud (HDC) - Software, Technical Documentation, Deployment
Architecture and Release Documentation., 2026). The architectural objective is to keep personal data
under the governance of the site that hosts them while enabling controlled exchange of data and
metadata, access to shared services, and scalable computation. This model is aligned with the project
objective to create an open yet protected research environment in which data can be curated and
made discoverable without requiring uncontrolled centralization (eBRAIN-Health Description of Action
/ Grant Agreement, 2022).

Beyond providing a technical platform, eBRAIN-Health addresses key barriers that currently limit
translational brain research, including poor discoverability of sensitive datasets, heterogeneous
metadata models, limited access to secure high-performance computing, and the need to combine
heterogeneous multimodal data with computational brain models. The platform therefore integrates
secure data management, semantic interoperability, reproducible workflows and scalable computing
into a unified research infrastructure.

The technical foundation is the Charité Virtual Research Environment (VRE), which provides a mature
secure processing environment and served as the production reference implementation for the HDC.
The VRE combines controlled data staging, segregated processing zones, authenticated project
workspaces, remote interactive access, storage and HPC backends, and streamlined governance
mechanisms for onboarding, data access and GDPR documentation. The project extended this model
into EBRAINS through the VRE node, integrations with the EBRAINS Authentication and Authorization
Infrastructure (AAI) and Knowledge Graph! via the HDC satellite-node, deployed for EBRAINS in public
cloud infrastructure (HDC EBRAINS KnowledgeGraph Search, 2026; HealthDataCloud (HDC) Portal,
2026; HealthDataCloud (HDC) User Guide, 2026).

During the final project period, the platform moved from architectural design and pilot integration
toward an operational, reusable federation model. Development and deployment were supported by
infrastructure-as-code, automated bootstrap mechanisms, containerized workflows, provenance
tracking and reproducible execution. The VRE software itself and important platform components
were made available under open-source licences, supporting sustainability and re-use beyond the
project (GitHub VRE Platform, 2026).

The project also established the technical and organizational foundations required for continued
privacy-preserving research under a federated operating model combining common node
architecture, standardized interfaces, site-specific governance, interoperable metadata and centrally
coordinated services. This architecture supports the long-term evolution of eBRAIN-Health toward the
broader EBRAINS HealthDataCloud ecosystem and the future European health-data regulatory
environment (Regulation (EU) 2016/679 (GDPR), 2016; Regulation (EU) 2025/327 (EHDS), 2025).

4. Introduction

This deliverable document the final technical state of the eBRAIN-Health distributed platform at Month
48, reporting on work performed under WP3, with a focus on T3.2 Technical coordination and health
data platform. The report is a stand-alone public deliverable and complements the project white

! https://search.kg.ebrains.eu/
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paper, legal and ethical deliverables, data-management documentation and technical reports
(eBRAIN-Health Consortium, 2026b, 2026a).

The platform was developed for a scientific use case where individualized brain models are built based
on combining heterogeneous modalities, including structural and functional neuroimaging,
electrophysiology, clinical and behavioural information and, where available, molecular variables. Such
data are frequently personal or potentially identifiable, and the ability to run subject-specific analyses
creates a tension between scientific utility and data protection. The project therefore adopted
federation, controlled processing and reproducible execution as architectural principles, baking
privacy by design and by default into the system (Schirner & Ritter, 2024).

Besides supporting dementia research as the principal demonstrator, the architecture was
intentionally designed as a generic secure processing platform that can be transferred to other
biomedical research domains requiring protected processing of multimodal health data.

The resulting platform provides a streamlined architectural pattern for collaborative protected data
processing while allowing different institutions to retain control over their own data. This is particularly
important for EU-wide collaboration because processing conditions, legal roles and acceptable data
movements can differ between institutions even where a common scientific workflow is desired.

5. Partners involved

e CHARITE
e [INDOC
e EBRAINS
e ATHENA
e TP21

e EODYNE
e FZJ

e UNIVIE
e UEDIN

e UNIRM

6. Description of work performed
6.1. Distributed architecture and platform design

The project implemented the platform in a node-based architecture, as a federation of interoperable
locations representing where research data are collected or processed. Nodes communicate through
APIs to exchange data and metadata and to access shared services. The architecture separates the
scientific objective (enabling multi-site analysis and simulation) from the physical location of sensitive
data. As a result, a node may remain local to a hospital or research institute while participating in a
common federation and publishing appropriately controlled metadata for discovery (Figure 1).
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Figure 1. Data silos and fragmented governance hinder lawful, FAIR research. Lawful governance
within the VRE/HDC ensures integrity and confidentiality of health data. Sensitive data remain
under site-specific governance; metadata can be made discoverable across the federation.
Green Rooms enforce data minimisation and purpose limitation. Metadata, provenance, and
versioning tools enhance fairness, accuracy, and transparency. Automatic deletion upholds
storage limitation, while role-based access and verified identities ensure accountability.

During the final reporting period, the distributed architecture was concretised through three
complementary platform variants. The Charité VRE represents a full-featured secure processing node
for sensitive health data; HDC constitutes the EBRAINS-integrated central-node platform; and Pilot-
HDCLITE provides a resource-light satellite-node variant for institutions with limited local
infrastructure. HDC evolved from the Pilot platform technology previously used for VRE deployments
and reached version 1.8 by the end of the project (HealthDataCloud (HDC) - Software, Technical
Documentation, Deployment Architecture and Release Documentation., 2026). In contrast to earlier
Pilot-based deployments, HDC incorporates platform-level integration with EBRAINS infrastructure
and services, while Pilot-HDCLITE deliberately restricts functionality to the capabilities required for
lightweight deployment, onboarding and interoperable data transfer. Together, these variants provide
a concrete technical basis for the eBRAIN-Health federation of interoperable nodes.

Nodes provide common platform capabilities, including identity and access integration, data-gateway
functions, ingestion, staging and processing environments, metadata integration and connections to
shared EBRAINS services. The Pilot-HDCLITE concept extends the architecture to resource-constrained
sites by reducing deployment complexity while preserving the core pattern of local governance,
controlled data staging and centrally coordinated interoperability. The architecture therefore allows
to implement federation at different levels of technical complexity instead of requiring every
participating institution to deploy an identical platform. Full node functionality can be provided where
required, while lightweight deployments can participate through a defined interoperability workflow.
This design reduces infrastructure requirements for participating sites while preserving a common
security and authorization model for interactions among nodes.

6.2. Virtual Research Environment at Charité

The Charité VRE served as the reference implementation and operational core of the secure-processing
model and acts as GDPR-compliant, interoperable environment for multi-institutional teams to store,
share and analyse complex multimodal health datasets (Schirner & Ritter, 2024; VRE Documentation,
2026). The operational VRE is hosted within the critical IT infrastructure of Charité and provides
audited GDPR-compliant services for collaborative biomedical research. During the project, the
software was released as open-source under the European Union Public Licence (EUPL), facilitating
adoption by additional institutions.

The VRE served as the operational GDPR-compliant node of the EBRAINS Health Data Cloud,
demonstrating the integration of protected local processing with federation-level discovery. Sensitive
datasets can remain within the governed VRE environment while non-sensitive metadata are

public document B e vnen 6/20

the Eun



S BJE eBRAIN-Health

published to the EBRAINS Knowledge Graph, allowing datasets to be discovered through the EBRAINS
portal without exposing the underlying health data. The resulting operating model separates
discoverability from data access: discovery can occur at federation level, whereas access to sensitive
data remains subject to institutional governance, onboarding procedures, applicable legal bases and
authorization controls.

The user environment is based on logically isolated project workspaces. Authenticated users receive
controlled access to storage, compute and remote interactive tooling. The environment separates
initial data ingestion and staging from subsequent processing through Green Room and Core Zone
concepts. This separation supports data minimisation: data can be inspected, pseudonymised and
curated before becoming available for broader project processing. The architecture also supports
transfers between storage, workspaces and HPC backends through controlled interfaces rather than
open network access.

Secure environments can become scientifically restrictive when software installation, debugging or
interactive analysis are overly constrained. The project addressed this by providing isolated
workspaces, container support, notebooks and remote graphical interfaces. The resulting model keeps
the data boundary strong while still giving researchers substantial freedom inside the project
environment. This balance is a central contribution of the VRE experience and is transferable to other
sensitive-data TRE/VRE environments. The scientific workbench supports command-line workflows,
interactive notebook-based analysis and remote graphical sessions. This enables researchers to use
software environments closer to a traditional local workstation while retaining the governance and
isolation of the secure platform. The environment was designed to accommodate both container-
native processing and legacy or project-specific software that cannot readily be transformed into a
container.

The onboarding process combines technical provisioning with governance. Project roles, permitted
processing and responsibilities are defined before access is granted. The VRE therefore demonstrates
the principle that a secure research environment is a socio-technical system: authentication and
isolation are necessary controls, but they are complemented by documented responsibilities, use-case
specific data protection assessments and controlled changes to the approved processing scope.

6.3. HDC at EBRAINS and cloud/HPC infrastructure

A core project outcome was the evolution of the VRE technology into the HDC software ecosystem
serving as the EBRAINS HealthDataCloud (HDC) and node of the eBRAIN-Health platform. HDC builds
on the earlier platform technology developed in the HealthDataCloud initiative and used in VRE
deployments but extends its scope through native integration with EBRAINS infrastructure and core
services. The platform reached v1.8 by the end of the project, with successive releases adding user-
facing functionality, security controls, interoperability mechanisms and production-readiness
improvements.

A major advancement in the final reporting period was the implementation of controlled dataset
sharing between otherwise isolated projects. VRE-based environments intentionally isolate projects to
provide strong access control; however, this can make legitimate cross-project reuse operationally
cumbersome. HDC therefore introduced a governed request-and-approval workflow for dataset
sharing. Once the appropriate legal and organizational basis for sharing has been established, a source
Project Administrator can initiate sharing for a defined dataset version, while the receiving Project
Administrator reviews and accepts the dataset and the associated responsibilities. The request,
acceptance and subsequent transfer are recorded in the project activity and request views, providing
traceability and an auditable platform-level implementation of the approved sharing process.

public document B vnen 7/20
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The evolved HDC architecture deliberately decouples data discovery from unrestricted data access.
Dataset metadata can be shared through the Knowledge Graph? while the corresponding sensitive
data remain in a governed node. This supports FAIR-oriented discovery without conflating
discoverability with unrestricted dissemination, an important distinction for clinical and neuroimaging
datasets.

The HDC node integrates with EBRAINS AAI for federated authentication, exposes metadata to the
EBRAINS Knowledge Graph through platform APIs, and provides a browser-based workbench including
Jupyter-oriented tooling, remote desktop access and data-oriented dashboards. Service health was
integrated into EBRAINS operational monitoring (Figure 2), demonstrating the transition from a
research prototype to a managed infrastructure component (Monitoring and Observability — EBRAINS
Handbook, 2026).

editor.kg.ebrains.eu

Cert Exp.: 76 days

forms.ebrains.eu

Cert Exp.: 67 days

hdc.ebrains.eu

Cert Exp.: 82 days

gitlab.ebrains.eu
Cert Exp.: 88 days

grafana.apps.prod-adacloud.ebrains.eu

Cert Exp.: 70 days

Figure 2. Integration into the EBRAINS Observability stack: Monitoring of HDC uptime status via status.ebrains.eu.

HDC further extended its governance functionalities through a role-governed deletion and restoration
workflow. Authorized project members can move files and folders from the Green Room or Core Zone
into a Trash Bin and restore them to their original location when required. Visibility and actions remain
governed by the platform's RBAC model. Permanent deletion is deliberately separated from routine
deletion: only Project Administrators can mark items for permanent deletion, a configurable grace
period can be applied, and items remain recoverable until the relevant retention period expires.
Administrative views record timestamps and actions, while basic identifiers and audit records are
retained in accordance with applicable retention policies. The functionality provides a practical
mechanism for both storage management and execution of deletion-related governance requirements
while preserving least-privilege access, reversibility and traceability. HDC also extended its federated
identity and RBAC enforcement beyond application-level functions. EBRAINS identity management and
role-based authorization were increasingly aligned across infrastructure components including
logging, monitoring and Kubernetes resources. This extends the least-privilege model from individual
platform functions into the underlying service stack and reduces the risk of inconsistencies between
application-level permissions and infrastructure-level access.

Bulk synchronization of openMINDS metadata was introduced to allow all metadata associated with a
dataset to be synchronized with its EBRAINS Knowledge Graph representation in a single operation.
This replaces potentially hundreds of individual synchronization operations with a repeatable
production workflow and reduces operational overhead and manual error for data custodians.

Automated end-to-end testing was introduced using Playwright to provide recurring regression testing
of core user journeys. The test suite comprises 21 automated tests covering, among other functions,
standard and resumable upload/download, folder operations, zone-specific access constraints, activity
listings, dataset creation and lifecycle operations, search and key command line functionality. The tests

2 https://search.kg.ebrains.eu/
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run against dedicated test projects and scheduled executions provide early detection of functional
regressions before they propagate into production releases.

The software delivery pipeline was simultaneously standardized through reusable CI/CD workflows
covering service-version derivation, matrix-based container builds, versioned image publication,
release-tag validation and automated update of the central infrastructure repository. Deployment
changes therefore become traceable configuration changes rather than manual infrastructure
modifications. As a measurable operational improvement, optimization of the Portal delivery pipeline
reduced Portal rollout time by approximately 50%.

HDC also introduced explicit classification of download origin. Download events are now identified as
either internal, where data move within the protected platform environment, or external, where data
are retrieved to a user-controlled environment. The classification is applied consistently to downloads
initiated through both the web portal and the command-line interface and is recorded in project and
dataset activity streams. The feature deliberately exposes only the internal/external status rather than
IP addresses, supporting auditability and data-egress monitoring while maintaining privacy by design.

HDCLITE was implemented as a minimum viable satellite-node variant designed for deployment on
substantially smaller infrastructure, comparable to a clinical workstation or small virtual machine. Its
functional scope is intentionally restricted to deployment, authentication, project management and
controlled data ingestion. The MVP supports either local/standalone authentication or integration
with the local identity environment and provides the Green Room as a controlled staging area. Its
principal interoperability feature is direct transfer of data from the local Green Room into the
corresponding Green Room of a Project on another node. Before transfer, the user must authenticate
with an EBRAINS account and possess the required authorization for the target Project on the other
node. Consequently, local lightweight deployment and node authorization are combined into a single
controlled cross-node transfer workflow intended as an interoperable entry point for satellite sites
rather than a full replication of the full platform.

The project used European cloud and HPC infrastructure to host and test the HDC node and related
services. OVHcloud was used to host the final automated infrastructure-as-code deployment, while
ETH Zurich/CSCS contributed to previous iterations of HDC node deployment. The evolution of the
hosting landscape during the project demonstrates the portability of the platform stack and its ability
to be deployed using declarative configuration rather than dependence on a single provider. The
migration to OVHcloud represented a substantial engineering activity rather than merely a change of
hosting provider. HDC had previously operated at CSCS, but the existing hosting baseline no longer
provided the infrastructure and compliance pathway required for the intended central-node
operation. The replacement environment required adaptation of the Infrastructure-as-Code baseline
from a self-managed OpenStack resource pool and provider-managed shared storage to managed
Kubernetes and correspondingly self-managed storage components at OVHcloud. Additional instability
in the upstream EBRAINS Harbor container registry was mitigated by deploying a dedicated container
registry and adapting the established CI/CD pipelines. Despite the compressed migration timeline, the
new production HDC node deployment went live at OVHcloud in Project Month 46 with the required
platform-level integrations with EBRAINS AAIl and the EBRAINS Knowledge Graph. The service
endpoints were simultaneously migrated from hdc.humanbrainproject.eu to hdc.ebrains.eu.

6.4. Development environment on denBl and HPC integration

The VRE was supported by a development and prototyping environment in the de.NBI ecosystem
(De.NBI Cloud - Cloud Computing for Science & Research, 2026; Tauch & Al-Dilaimi, 2019). The
environment was used to develop and test platform deployment recipes, service integration and
reproducible scientific workflows before changes were incorporated into operational environments.
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This development model reduced the risk of introducing platform changes directly into protected
production infrastructure and enabled external pilot sites to participate in testing.

The coordinator Charité provides access to GDPR compliant HPC not only to its employees but also to
collaborators. Two HPC nodes at Oslo University Hospital and at LeonMed (EIH Zurich) are presently
added to the network.

The project also integrated the platform with Jilich Supercomputing Centre resources. The technical
demonstrator used UNICORE APIs to submit workflows to FENIX/HPC infrastructure, while a
JupyterLab-based proof of concept demonstrated interactive access to simulation tooling from a
protected environment. The design objective was to stream or dispatch computation to the location
where sensitive data and required compute resources are available instead of moving unnecessary
copies of raw data (eBRAIN-Health Consortium, 2026a).

The HPCintegration was also demonstrated through an interactive JupyterLab-based TVB workflow on
the Jilich Supercomputing Centre infrastructure. The demonstrator explored streaming data directly
into compute nodes rather than requiring sensitive data to be persistently stored within the interactive
environment. This establishes a pathway for protected interactive access to computational brain-
modelling tools while minimizing unnecessary duplication of sensitive data. The implementation also
exposed practical integration challenges, notably JupyterLab compatibility and the dependency
footprint of the TVB extensions, which were identified as targets for further optimization.

In parallel, the project investigated confidential computing as an additional protection layer for
computation involving sensitive data and evolutionary extension of the established VRE/HDC security
architecture. The work at FZJ explored trusted execution environments, trusted boot mechanisms and
confidential GPU processing, with the objective of maintaining protection of sensitive information
throughout simulation rather than only at rest or during transfer. Performance evaluation using The
Virtual Brain benchmarks was planned to quantify the overhead and practical feasibility of encrypted
CPU/GPU simulation.

6.5. Open code, automated deployment and reproducibility

A major cross-cutting objective of WP3 was to make deployment and scientific execution reproducible.
The VRE and associated components were developed using open-source practices. During the project,
the VRE software was published under the European Union Public Licence (EUPL) family, while the HDC
and TVB-related components used their respective open-source licences, including AGPLv3 where
applicable. Licence selection was made at component level because the platform combines
independently developed software with different upstream licensing requirements.

Infrastructure-as-code?® and bootstrap mechanisms were developed so that a new environment can be
created from declarative configuration and environment variables. The automated deployment stack
provisions core services, connects required endpoints and repositories, and reduces manual
configuration drift. This is important for a federation because node reproducibility affects not only
software maintainability but also the comparability of security and operational controls across sites.
VRE-AutoDeploy is now the default deployment version of the VRE at Charité and has been deployed
at other sites (e.g. Univ. Hospital Goteborg and Uni Wuerzburg). The OVHcloud migration further
strengthened the reproducibility of the deployment architecture. The resulting hosting baseline is
represented as a largely automated Infrastructure-as-Code stack combining infrastructure provisioning
and configuration management, supplemented by standardized operator entry points and
documented provider-side prerequisites. This makes the node environment substantially more explicit
and redeployable than a provider-specific manually configured installation and reduces ambiguity

3 https://github.com/vre-charite-autodeploy
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when reproducing the infrastructure in another environment. For long-term reuse, the complete HDC
node software ecosystem was made publicly available* under the AGPLv3.0 licence, accompanied by
documentation covering deployment procedures, service architecture and operation. This provides a
concrete sustainability mechanism through which the HDC implementation can be maintained,
extended and redeployed by subsequent projects or the wider open-source community.

Scientific workflows were containerised, particularly for imaging pipelines, and scheduled on both
high-performance and high-throughput infrastructures. Singularity-based containers, SLURM and
HTCondor were used to package and execute workflows consistently across heterogeneous computing
environments. The integration of SLURM and HTCondor with UNICORE demonstrates that workflows
can target different scheduler environments. The platform therefore separates scientific workflow
definitions from the particular scheduler used at a site. This is essential for a federation in which
compute resources are heterogeneous and governed by independent infrastructure operators.
Datalad was used to represent data and computational provenance, while the REMAKE framework
(datalad-remake) was implemented to capture computational instructions so that derivatives can be
recomputed rather than retained indefinitely. This creates a practical trade-off between storage,
reproducibility and compute resources. The resulting automation pattern can be summarized as:
initialise or reference an input dataset; resolve a versioned processing environment; construct
scheduler jobs; execute the workflow; record provenance; and make output derivatives available only
after successful completion. This makes computational provenance an embedded platform property
rather than an informal practice applied by individual researchers. The open-source strategy also
supports long-term sustainability by lowering barriers for deployment at external institutions and
enabling community contributions beyond the project lifetime.

6.6. Interoperability and standards

The platform follows a layered interoperability strategy. At the scientific-data level, BIDS provides a
common organizational representation for neuroimaging datasets; openMINDS and the EBRAINS
Knowledge Graph support semantic description and discovery; APIs provide service-level
interoperability; and standard authentication mechanisms provide identity federation. These layers
are complementary: BIDS improves data-level consistency, while openMINDS and the Knowledge
Graph improve machine-readable semantics and discovery (openMINDS Metadata Framework, 2026;
Poldrack et al., 2024).

Interoperability was also designed around separation of concerns. A node should be capable of
participating in the federation without adopting every local implementation detail of the central
platform. This principle is particularly relevant to clinical institutions, where existing identity systems,
hospital IT policies and local security controls cannot simply be replaced by project infrastructure. The
architecture therefore prioritizes stable interfaces and integration points over uniform internal
implementations.

4 https://github.com/orgs/PilotDataPlatform/repositories?q=pilot-hdc
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Figure 3. Multi-layer architecture of the eBRAIN-Health Platform. The platform is organised into four
complementary layers comprising (i) user-facing services for data, metadata and user management, (ii) project-
specific secure processing environments with Green Room, Core Zone and dedicated compute interfaces, (iii)
orchestration and platform services providing identity management, storage, APIs and operational services, and
(iv) the underlying infrastructure supporting scalable, secure and reproducible operation through container
orchestration, virtualization, encryption, high availability and standardized interfaces.
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7. Results

7.1. Operational Platform

The eBRAIN-Health platform (Figure 3) reached an operational state comprising the GDPR-compliant
VRE reference node at Charité, the EBRAINS-integrated HDC node, the lightweight Pilot-HDCLITE
satellite-node variant, automated infrastructure deployment, controlled inter-project dataset sharing,
governed deletion and restoration, federated IAM/RBAC, metadata synchronization with the EBRAINS
Knowledge Graph, automated regression testing and integration with HPC resources. Together, these
components demonstrate not only the architectural concept of a federated health-data platform but
its implementation as a set of deployable, interoperable and operationally governed services. Results
are summarized in Table 1.

Chesut ——Lowcome " Value for BRAN-Health |

Federated
architecture

Secure processing
HDC

HDC integration
Lightweight nodes
HPC integration
Reproducibility
Automation

Open software
Inter-project data
sharing
Controlled deletion
System-level
authorization
Data-egress
traceability
Production

engineering

HDC node
migration

Peer-to-peer node model implemented and
tested

Charité VRE operational reference environment
with segregated processing zones
HDC evolved to v1.8

HDC integrated with EBRAINS AAI, KG and core-
service interfaces

Pilot-HDCLITE MVP with local authentication and
controlled transfer to Pilot-HDC

UNICORE/JSC workflows and interactive HPC
demonstrators

Containers, Datalad provenance and REMAKE

laC and bootstrap-based deployment patterns

Core components released under open-source
licences

Request/approval workflow with version-level
sharing and activity traceability
RBAC-governed Trash Bin, restoration and
delayed permanent deletion

RBAC extended to infrastructure components

Internal/external download classification
recorded in activity streams

Automated E2E testing suite with >20 tests,
standardized CI/CD and bulk metadata
synchronization

Production deployment transferred to OVHcloud
in Month 46

Table 1. Results Overview.

7.2.

Secure-by-design, privacy-by-default operating model

Supports peer-to-peer multi-site
collaboration without requiring uncontrolled
centralisation

Provides protected execution for sensitive
health data

Reusable reference implementation for the
federated EBRAINS node

Connects secure data processing to the wider
EBRAINS RI

Enables participation by sites with limited
local infrastructure

Enables scalable simulation without
unnecessary raw-data movement
Improves repeatability and reduces long-
term derivative storage

Reduces configuration drift and lowers
deployment effort

Supports transparency, reuse and
sustainability

Enables governed reuse of datasets across
otherwise isolated projects

Supports lifecycle governance, storage
management and traceable deletion
Extends least-privilege control beyond the
application layer

Improves monitoring and accountability of
data movement

Improves reliability, maintainability and
release efficiency

Establishes a more suitable and reusable
hosting baseline

The platform security pattern can be summarised as defence in depth: trusted identity; least-privilege
authorization; workspace isolation; protected data zones; constrained network exposure; approved
software environments; controlled data movement; operational monitoring; and documented
governance. The strength of the architecture comes from the combination of controls and from the
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fact that many of them are enforced by the platform rather than by user discipline alone. The platform
security architecture is summarized in Table 2.

‘ Primary objective Representative project capability ‘

Federation Interoperate without uncontrolled centralisation = Central + satellite nodes, APIls, HDC

Data lifecycle Reduce unnecessary exposure over time Green Room/Core Zone, controlled derivatives
Identity and trust  Ensure access is attributable and authorised Institutional IdP, EBRAINS AAl, project roles
Compute Move execution to protected resources VRE workbench, HPC, UNICORE

Semantics Enable discovery and reuse BIDS, openMINDS, EBRAINS KG
Reproducibility Make workflows repeatable Containers, Datalad, REMAKE

Operations Maintain service reliability Monitoring, support, automated deployment
Assurance Link technical measures to governance DPIA, agreements, audit evidence

Table 2. Platform security architecture.

The implementation demonstrates that the security model was translated into concrete platform
controls rather than remaining an architectural principle. Federated identity and RBAC were extended
across application, logging, monitoring and Kubernetes layers; data-egress events were explicitly
classified as internal or external; dataset sharing requires administrator-level request and acceptance;
file deletion is governed through role-based and time-delayed workflows; and the lightweight satellite-
node transfer mechanism requires authorization at the receiving central node. These mechanisms
provide multiple, complementary enforcement points for least privilege, controlled data movement
and accountability.

In addition to the platform software components a significant outcome is an operating model in which
access, processing scope and data movement are explicit. Secure workspaces, data-zone separation,
authenticated access, restricted network exposure, controlled workflow execution and audit-oriented
governance form an integrated system that directly supports GDPR Articles 5 (principles relating to
processing of personal data including data minimization, purpose limitation, accuracy, storage
limitation, integrity and confidentiality, accountability, lawfulness, fairness and transparency), 25
(data protection by design and by default), 32 (Security of processing) and 35 (data protection impact
assessment) and also provides a practical foundation for future assurance schemes.

The Green Room/Core Separated Compute Zone pattern is especially important for scientific usability.
It avoids the assumption that every dataset must be fully anonymised before any analysis can occur.
Instead, the platform can keep sensitive data within a controlled environment and permit processing
under explicit purpose and access constraints. This is scientifically useful for biomedical health
research, where aggressive anonymisation can reduce the utility of imaging or longitudinal data. The
approach is consistent with the broader data-minimisation and risk-based logic of the GDPR
(ARTICLE29 - Guidelines on Data Protection Impact Assessment (DPIA) (Wp248rev.01), 2017).

7.3. Reproducible scientific execution

The final platform architecture benefited from a development model in which code, infrastructure and
scientific workflows were progressively automated. The goal was not just to create a conventional
software release pipeline but to create a reproducible lifecycle spanning platform provisioning,
integration testing, scientific workflow execution and operational maintenance. Infrastructure-as-code
and bootstrap scripts reduced the number of manual operations needed to create a functional
environment. The bootstrap pattern linked datasets, containers and processing destinations and
created the job-submission artefacts needed by different schedulers. This supports rapid reproduction
of an environment for a pilot site without manually repeating every platform setup step.
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New platform code was developed in controlled repositories and tested in development environments
before deployment in production. Deployment recipes encapsulated configuration, permissions and
external service endpoints. This approach is especially important for secure environments because
direct manual modification of production instances makes it harder to demonstrate that two nodes
have comparable configurations or to reconstruct the origin of a change.

The integration of BIDS-compatible data structures, containerized tools, scheduler integration and
provenance-aware data management creates a workflow chain from dataset curation to simulation
output. This is aligned with reproducibility concerns in neuroimaging, where analysis variability can be
substantial even when the underlying data are identical (Botvinik-Nezer et al., 2020). By storing
computational provenance with the data and software references, the platform supports systematic
reconstruction of a scientific result rather than relying on undocumented manual steps.
Containerisation provides a stable runtime environment while Datalad links code, datasets and
process history. The technical value is not simply that all inputs are stored in an immutable manner;
rather, the relationship between inputs, code, execution instructions and outputs becomes explicit
and machine-actionable. This is aligned with the growing reproducibility literature in computational
neuroimaging and large-scale data science (Wilkinson et al., 2025).

The DATALAD REMAKE® approach additionally supports a storage-aware research lifecycle. Derived
data can be treated as reproducible artifacts rather than permanent copies. When the source data,
code and computational instructions remain available and appropriately governed, a derivative can be
regenerated on demand. This is particularly relevant for brain modelling, where many large
intermediate products may otherwise accumulate over repeated analyses.

7.4. Federation with external nodes

The project validated federation across several independent institutions, including Oslo University
Hospital (Services for Sensitive Data), LeonMed (ETH Zirich), and additional pilot deployments at
Goteborg University Hospital and the University of Wiirzburg through the automated VRE deployment
framework. Oslo University Hospital/Services for Sensitive Data provided a protected setting for
sensitive data and metadata management, while the LeonMed environment at ETH Zurich contributed
additional HPC capability. These integrations validated the design assumption that a federated
architecture should support heterogeneous institutions without forcing them into a single operational
model.

Beyond integrations with established external HPC environments, the project implemented a concrete
technical mechanism for satellite-to-central-node interoperability through Pilot-HDCLITE. The MVP
demonstrates that a satellite node does not need to reproduce the complete central platform: it can
provide local project and Green Room functionality and transfer approved data into the corresponding
central-node project under the HDC node's EBRAINS identity and RBAC controls. This establishes a
technically demonstrable federation pattern in which local deployment complexity can remain low
while access control for cross-node transfers is enforced centrally.

The project also supported multiple scientific datasets and initiatives, including PDWaves, Al-MIND,
Brain Health Scotland/EPAD/PREVENT, CLEMENS and EMIF-AD. These examples illustrate the range of
modalities and use cases that the platform is intended to support. Where data sharing was not legally
or technically appropriate, the federation model allowed computation or metadata exchange to
substitute for direct centralised data transfer.

5 https://github.com/datalad/datalad-remake
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7.5.  User co-design and operational feedback

Continuous co-design remained an explicit platform-development method. Open community meetings
and user-testing workshops were used to gather requirements, identify usability barriers and prioritize
improvements. User feedback was collected continuously through regular technical coordination
meetings, community workshops and pilot deployments. This iterative co-design process informed
prioritisation of platform functionality, usability improvements and operational procedures
throughout the project. Feedback was especially important for balancing strong isolation controls with
scientific workflows that researchers consider routine, such as installing specialised libraries, using
notebooks, connecting dashboards or invoking HPC jobs. The final architecture is consequently a
negotiated operating model instead of a purely security-driven sandbox.

7.6. Platform maturity at project end

The project achieved a production-oriented maturity level across several complementary dimensions.
The Charité VRE provided the mature GDPR-compliant secure-processing reference implementation;
HDC reached version 1.8 as the EBRAINS-integrated central-node platform (HealthDataCloud (HDC) -
Software, Technical Documentation, Deployment Architecture and Release Documentation., 2026);
Pilot-HDCLITE demonstrated lightweight satellite-node interoperability; controlled dataset sharing and
lifecycle-management workflows were implemented; IAM/RBAC enforcement was extended into the
infrastructure stack; automated E2E testing and standardized CI/CD strengthened production
engineering; and the HDC node was migrated to an automated OVHcloud deployment with EBRAINS
AAIl and Knowledge Graph integration. The project also demonstrated protected HPC workflows and
investigated confidential computing as a future security layer. The platform should nevertheless be
understood as a living infrastructure. Continued maintenance, security updates, compliance review
and evolution of external services remain necessary after project funding ends. The project identified
clearly bounded areas for post-project hardening, including comprehensive infrastructure alerting,
dedicated vulnerability monitoring and a fully mature off-site disaster-recovery architecture. These
should be understood as operational evolution priorities rather than blockers to the core
demonstrated federation and secure-processing capabilities. Table 3 summarizes platform capabilities
at project end.

Capability Reference implementation / | Purpose
technology

Secure processing Charité VRE Protected workspaces for sensitive health data

Data staging Green Room / Core Zone pattern Controlled ingestion, curation and processing

Identity and access Institutional |dP + EBRAINS AAI Federated authentication and authorization
integration

Metadata discovery openMINDS + EBRAINS KG Machine-readable discovery without unrestricted

data exposure

Interactive analysis Jupyter-based workbench, remote Researcher-facing scientific computing
desktop

Batch/HPC execution SLURM, HTCondor, UNICORE Scalable simulation and analytics

Workflow reproducibility = Containers + Datalad + REMAKE Versioned, provenance-aware processing

Deployment Infrastructure-as-code + bootstrap Repeatable environment creation

Federation Central node + satellite nodes Multi-site research collaboration

Assurance DPIA, agreements, governance, audit GDPR accountability and risk management
evidence

Inter-project dataset HDCv1.4/v1.5 Governed and traceable transfer between isolated

sharing project workspaces
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Lifecycle deletion HDCv1.6 Controlled deletion, restoration and delayed
permanent removal
Lightweight federation Pilot-HDCLITE Resource-constrained satellite participation and

central-node transfer
Egress monitoring HDC download-origin indicator

Playwright, 21 E2E tests

Distinguishes internal and external data retrieval

Automated regression Continuous validation of core user journeys
testing

Scalable publication and synchronization with
EBRAINS KG

Reproducible builds, releases and deployments

Metadata operations Bulk openMINDS synchronization

Shared CI/CD workflows

Trusted execution,
research confidential GPU
HDC-node hosting OVHcloud + automated laC

Table 3. Platform capability summary.

Delivery automation

Confidential computing secure boot, Future protection of data during computation

Reproducible GDPR-aligned HDC-node deployment

8. Technical coordination and lessons learned

WP3 demonstrated that the principal challenge of a distributed clinical research platform is
coordination across technical, organisational and legal boundaries. The most reusable lesson is that
platform architecture and governance should be designed together. A technically elegant federation
fails if data owners cannot understand who has access to a dataset, where computations occur or what
evidence is available to their DPOs. Conversely, a legally robust environment can become unusable if
every research workflow requires bespoke technical intervention. Table 4 summarizes lessons learned
and implication for future deployments.

‘_ Implication for future deployments ‘

Common reference architecture

Automation is a control

Metadata and data must be
separated

Compute should follow data
when feasible

Security controls affect scientific
utility

Compliance evidence should be
generated continuously

Federation requires local
ownership

Federated platforms benefit
from lightweighted node
variants

Governance workflows should
be implemented technically
Provider independence is
operational resilience
Production readiness requires
continuous verification

Table 4. Lessons learned.

Maintain a small set of stable node patterns and interfaces rather than duplicating
the full platform at each site.

laC and bootstrap scripts reduce configuration drift and make security posture more
reproducible.

Public discovery can often be expanded even when personal data remain local and
access-controlled.

Remote execution reduces duplication and can simplify legal and operational
constraints.

Isolation must be balanced with practical mechanisms for software installation,
visualization and model development.

Records of Processing Activities, Data Processing Impact Assessments evidence,
agreements and operational logs should be maintained as platform artefacts rather
than assembled retrospectively.

Each node needs a clearly accountable operator and local policy alignment within the
common technical framework.
Provide a common architectural model with differentiated central-node and
lightweight satellite-node implementations rather than requiring full platform
replication at every site.

Translate approved data-sharing, deletion and lifecycle rules into auditable platform
workflows rather than relying exclusively on organizational procedures.

Maintain provider-independent laC and automated validation so that central services
can be migrated when infrastructure, compliance or availability requirements change.
Automated E2E testing, release safeguards and standardized CI/CD should be treated
as infrastructure controls, not merely development conveniences.

The project experience also demonstrated that technical coordination in a federated health-data
infrastructure must encompass the complete service lifecycle: platform development, security,
infrastructure operations, release management, hosting, EBRAINS integration and compliance. The
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late-stage HDC-node migration illustrates this particularly clearly. Changes in underlying infrastructure
availability required adaptation of Kubernetes, storage, registry and CI/CD components under a
compressed schedule, while EBRAINS AAl and Knowledge Graph integrations had to remain
operational. The experience reinforces the value of provider-independent Infrastructure-as-Code,
automated testing and standardized deployment workflows as resilience mechanisms for distributed
research infrastructures.

An important lesson learned concerns interdisciplinary collaboration. Successful implementation
required continuous interaction between infrastructure engineers, clinicians, neuroscientists, legal
experts, data protection specialists and patient representatives. Integrating these perspectives
throughout platform development proved essential for achieving both regulatory compliance and
scientific usability.

9. Conclusions and Next Steps

D3.2 demonstrates that eBRAIN-Health established the technical foundation for a federated,
interoperable and privacy-aware research platform for complex brain data and simulation. The central
achievement is the integration of a mature secure VRE model with the EBRAINS infrastructure and a
network of satellite and HPC environments. This creates a scalable architecture in which sensitive data
can remain under institutional control while researchers access shared metadata, software and
computational capabilities. The ongoing Europrivacy certification (see D3.4 "GDPR Audit") increases
the value of a platform whose technical architecture already makes governance explicit.

The platform’s sustainability strategy rests on open-source software, automated deployment, reusable
node patterns and integration with an established European research infrastructure. The project has
therefore reduced dependence on project-specific manual expertise. Nonetheless, sustainability
requires active maintenance, security patching, dependency updates, operational ownership and a
clear governance model after grant funding ends. Sustainability is further supported by the public
release of the complete HDC software ecosystem, including microservices, Infrastructure-as-Code and
Pilot-HDCLITE, under an OSI-compatible AGPLv3.0 licence, together with technical documentation for
deployment and operation. The OVHcloud deployment established a substantially more explicit and
reusable infrastructure baseline, providing a practical starting point for continued operation and
redeployment after project funding.

By the end of the project, eBRAIN-Health had progressed beyond a reference architecture into a
technically differentiated federation of operational components. HDC provided the EBRAINS-
integrated central-node implementation, Pilot-HDCLITE demonstrated a lightweight satellite-node
pathway, and the Charité VRE provided the mature GDPR-compliant secure-processing reference. The
platform incorporated concrete governance workflows for dataset sharing and deletion,
infrastructure-level RBAC, data-egress traceability, scalable metadata synchronization, automated
regression testing, standardized CI/CD and reproducible Infrastructure-as-Code deployment. These
developments demonstrate that the project established not only the conceptual basis for federated
health-data processing but a substantial operational implementation of that concept.

The immediate post-project priority is to preserve the operational reference implementation and to
continue integration with the wider EBRAINS HealthDataCloud. This includes maintaining open-source
components, updating deployment automation, extending interoperable node patterns, improving
observability and completing additional assurance activities as the regulatory environment evolves.
The migration from CSCS to OVHCloud identified the backup and disaster-recovery architecture as a
further residual area for post-project hardening: Velero-based cluster backups were retained outside
the active Kubernetes cluster, complemented by provider-level persistent-volume backups, but a fully
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implemented off-site backup destination was not available at project end. This limitation defines
concrete priorities for continued operational maintenance and assurance.

Beyond the technical achievements, eBRAIN-Health demonstrates that sustainable European research
infrastructures for sensitive health data require the simultaneous development of technology,
governance, legal frameworks and community practices. The project therefore provides not only
reusable software components but also a reusable operational model for federated biomedical
research infrastructures.

Longer term, the platform can evolve toward more mature federation services, workflow
marketplaces, automated policy enforcement and advanced provenance. These capabilities should be
introduced incrementally, preserving the core principle demonstrated by the project: sensitive
scientific computation can be distributed without making data governance distributed in an
uncontrolled manner.
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