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1. eBRAIN-Health

The Project eBRAIN-Health will deliver a distributed research platform for modeling and simulating
complex neurobiological phenomena of human brain function and dysfunction in a data protection
compliant environment. It will provide thousands of multilevel virtual brains from patients and healthy
human controls for research and innovation. Brain data from multiple sources will be pre-processed.
Solving the societal grand challenge of dementia is a big task. Yet it appears feasible in a collective
approach. Therefore, we will build an interdisciplinary digital twin for dementia for modeling and
simulating complex phenomena at the service of research infrastructure communities. eBRAIN-Health-
Cloud will offer end-to-end services for personalized complex brain modeling and simulations in
distributed e-infrastructures with data protection by design and by default and simulation-ready
human multiscale brain data that range from molecular (genomics, proteomics, metabolomics) and
cellular to electrophysiology and imaging to behavioural, clinical, life-style and environmental data as
well as data from wearables. Brain data are pre-processed and annotated such that they all relate to a
common reference 3D brain space.

eBRAIN-Health-Cloud constitutes a blend of three large-scale research programs: the FET Flagship
Human Brain Project with its EBRAINS Research Infrastructure, the EOSC project Virtual Brain Cloud
with its Virtual Research Environment for sensitive data and the H2020 project AI-MIND with intelligent
tools for dementia risk estimation. The project will have synergies to topics of the Digital Europe
Program, such as artificial intelligence, cybersecurity and supercomputing and the Health Data Space.

eBRAIN-Health-Cloud offers a next generation clinical research infrastructure and creates an open yet
protected space for groundbreaking digital health innovation by the research infrastructure
communities comprising academia and the private sector.

2. eBRAIN-Health consortium

e CHARITE — Universitaetsmedizin Berlin, Germany

e EBRAINS, Belgium

e Forschungszentrum Juelich GmbH, Germany

e Stichting Radboud Universiteit, Netherlands

e Universidad Pompeu Fabra, Spain

e OSLO Universitetssykehus, Norway

tp21 GMBH, Germany

Fraunhofer Gesellschaft zur Foerderung der Angewandten Forschung eV, Germany
INDOC RESEARCH EUROPE gGmbH, Germany

Universitaet Wien, Austria

e Universidad Complutense de Madrid, Spain

e EODYNE Systems SL, Spain

e ATHENA — Research and Innovation Center, Greece

e University of Oslo, Norway

e Universita degli Studi di Roma la Sapienza, Italy

e Alzheimer Europe, Luxembourg

e |Institute National de Recherche en Informatique et Automatique, France
e Centre Hospitalier Universitaire Vaudois, Switzerland

e The University of St Andrews, United Kingdom

e ETH Ziirich Find the partners on our website
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3. Introduction

Variable importance

The use of Artificial Intelligence (Al) techniques has become pervasive in many fields of sciences, owing
to their ability to perform prediction of an outcome of interest given some complex input data.
However, for the sake of scientific knowledge, Al cannot be used as a ready-made recipe, but should
lead to scientific explanations, requiring the use of Explainable Al, in particular variable importance
(V1) analysis. It consists in assessing how much each variable matters in the prediction of an outcome.

VI can come in many different flavors: local (i.e. related to a given instance or a group of instance) or
global (across all instances), it becomes difficult for high-dimensional data.

High-dimensional cases arise in many applications, such as neuroscience, genetics / genomics,
population analysis. We aim to share a software that yields valid confidence intervals on VI, so that it
can be used for settings where strict guarantees are needed: medicine, and more generally, scientific
discovery. Most techniques based on sensitivity analysis do not offer such guarantees.

In recent works, supported in particular by Ebrain-health, we have uncovered some approaches that
provide reliable solutions for the linear case (meaning that the outcome is a linear function of some of
the covariates) in high dimension [1], that we have assessed empirically in different applications [1,2].
We have then successfully addressed the case of more general learners [4,5,9,10]. These results are
based on two key insights:

* The core approach for this type of inference is conditional association tests [3,4]. Such tests can then
be interpreted as such or combined into Shapley values [6]. An efficient and generic way to perform
such a test is to perform conditional permutations [4,5,9,10].

* When the number of features is very large, grouping features becomes essential to make the
problem well-posed. This can rely on prior knowledge or machine learning approaches, such as
clustering [2,4].

In this WP, we have shared these technological advances by building a generic library, hidimstat, for
variable importance analysis.
e Need of a Variable importance analysis software: Hidimstat is developed in the Python
ecosystem, because current frameworks do not provide good enough solutions:
e Scikit learn only provided limited support for VI, in particular, it mostly relied on permutation
importance, which is known to be inaccurate.
e Several frameworks are available in R: caret, varimp, iml, but their usability is questionable,
and the link with Python is too brittle.
e The iml library shows many features and particularly nice visualization, but it is obviously
confined to small data and does not use state-of-the-art techniques

The corresponding code has been pushed to the hidimstat package, but this still stands as publication-
related code rather than a well-designed library. Our aim is to enhance it to align its quality with
community standards (tests, documentation, features, APl homogeneity, code quality).
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4. Partners involved

INRIA

5. Description of work performed

While a VI library is naturally generic in terms of application, it is good to retain a few application
scenarii to ensure that the library is indeed addressing them properly.
Hidimstat particularly addresses the following cases:
e Population imaging, that consists is assessing what image-related features predict relevant
mental health or disease information
e Identification of cognitive function, that consists in assessing regions whose activity predicts
a certain cognitive state or cognitive task of an individual, based on many brain images
labeled with cognitive terms.
e Clinical questions, such as stroke patients databases, where one assesses which lesion
patterns predict performance drops for a certain cognitive task.

In a nutshell, the aims of the hidmistat developments have been two-fold
e Improve the quality of hidimstat (testing, Cl, documentation, APl homogeneity, code quality)
e Draw the attention of scientists on the technology on VI by providing meaningful illustrations
and a rich example gallery
Based on Ebrain Health support, the project has been very active in the last year, as can be seen from
the commit history

Commits over time cer 8
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Importantly, these contributions stemmed from 15 contributors (only one was paid by Ebrain-Health).

The library API has deeply evolved, where all estimators are objects that have the fit() /importance()
methods. This makes it easy to compare different approaches.
Importance is measured not only in terms of loss reduction, but also with a statistical significance index
that accounts the uncertainty around the importance estimate.
The documentations has 3 main parts:

e an exhaustive APl documentation generated by sphinx

e A narrative documentation that presents the main concepts and how they relate.

e Aset of examples that illustrate how the code is meant to be used, compares methods, based

on synthetic data as well as more realistic scenarii that rely on real data.
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The main classes of the library are the following:

LOCO: The importance is then computed as the difference between the loss of the full model
and the loss of the model without the feature/group.

CFl: Conditional Feature Importance (CFl) is a model-agnostic approach for quantifying the
relevance of individual or groups of features in predictive models. It is a perturbation-based
method that compares the predictive performance of a model on unmodified test data—
following the same distribution as the training data— to its performance when the studied
feature is conditionally perturbed.

CluDL: This class computes a single clustered inference on groups of features using the
desparsified lasso method for statistical inference.

EnCluDL: Ensemble clustered inference with desparsified lasso. Performs multiple runs of
clustered inference using different clustering obtained from random subsamples of the data.
The results are then aggregated to provide robust feature importance scores and p-values.
PFl: Permutation Feature Importance. For each variable/group of variables, the importance
is computed as the difference between the loss of the initial model and the loss of the model
with the variable/group permuted.

DOCRT: Implements distilled conditional randomization test (dCRT) without interactions.
ModelXKnockoff: This module implements the Model-X knockoff inference procedure,
which is an approach to control the False Discovery Rate (FDR). The noisy variables are
generated with second-order knockoff variables using the equi-correlated method. In
addition, this function generates multiple sets of Gaussian knockoff variables and calculates
the test statistics for each set. It then aggregates the test statistics across the sets to improve
stability and power.

DesparsifiedLasso: Statistical inference in high-dimensional regression using the
desparsified Lasso. Provides debiased coefficient estimates, confidence intervals and p-
values.

PDP: Partial Dependence Plot (PDP) visualization.
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6. Results

Hidimstat has been entirely redesigned with the support of Ebrain-Health. This has materialized with
several software releases on Pypi

HiDimStat

High-dimensional statistical inference tools for Python

Releases 6

Version Release date Files

0.3.1 Apr 17,2026 2 files (1 Wheel, 1 Source) m
0.3.0 Dec 8, 2025 2 files (1 Wheel, 1 Source) m
0.2.0 Sep 25,2024 2 files (1 Wheel, 1 Source) W
0.2.0b0 Sep 27,2024 2 files (1 Wheel, 1 Source) W
0.1.0 Sep 17,2021 2 files (1 Wheel, 1 Source) W
0.0.5 Sep 17,2021 2 files (1 Wheel, 1 Source) W

Continuous integration
The Cl has been greatly enhanced, as can be seen on the project site:

HiDimStat: High-dimensional
statistical inference tool for
Python

Cl passing codecov | 98% | code style black

pypi 'v0.3.1 § downloads |rate limited by upstream service
python 3.9] 3.10 | 3.11 | 3.12 | 3.13 | latest release v0.3.1

license | BSD-3-Clause

Enrichment of the examples library
Hidimstat now has a comprehensive library of examples. We present next a series of 4 example to
illustrate the kind of contribution performed in the library.

6.1.1. Partial Dependency plots:
https://hidimstat.github.io/stable/generated/gallery/examples/plot partial dependency plot.html

This example demonstrates how to create Partial Dependency Plots (PDPs). This visualization method
allows you to examine a model’s dependence on a single feature or a pair of features. The underlying
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https://hidimstat.github.io/stable/generated/gallery/examples/plot_partial_dependency_plot.html
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implementation is built upon

sklearn.inspection.partial_dependence, which calculates the dependence by taking the average response of
an estimator across all possible values of the target feature(s)

6.1.2. Conditional Features importance (CFl) on the Wine dataset:
https://hidimstat.github.io/dev/generated/gallery/examples/plot cfi.html

alcalinity_of ash q
alcohol q

ash 4

proline

hue q

malic_acid -
0d280/0d315_of_diluted_wines
proanthecyanins
color_intensity
magnesium -
flavanoids
nonflavanoid_phenols
total_phenols

This example demonstrates how to measure feature
importance using CFl on the wine dataset. The data
are the results of chemical analyses of wines grown in
the same region in Italy, derived from three different
cultivars. Thirteen features are used to predict three
types of wine, making this a 3-class classification

000 o0z o004 o0s o0s  problem. In this example, we show how to use CFI to
identify which variables are most important for
solving the classification task with a neural network classifier.

Feature Importance

6.1.3. Leave-One-Covariate-Out (LOCO) approaches

https://hidimstat.github.io/dev/generated/gallery/examples/plot loco.html

feature

RidgeCV
RandomForestRegressor
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True Support

T T T T T
2000 4000 6000 8000 10000
importance

o

This example demonstrates how to compare
LOCO feature importance across different
predictive models on the same regression
dataset. LOCO is model-agnostic and can be
applied to any predictive model. Here, we use a
linear model, a random forest, a neural network,
and a support vector machine. We compare the
models based on their predictive performance
(R2 score) and the LOCO feature importance
they yield.
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6.1.4. Distilled Conditional Randomization test
https://hidimstat.github.io/dev/generated/gallery/examples/plot dcrt example.html

107 77 Nominal Level +0 I This example compares the performance
ool 0o | of dOcrt based on the lasso (1) and
random forest (2) implementations. The
5 06 _ 084 number of repetitions is set to 10. The
i § metrics used are the type-l error and the
® 04 " power
024 0.6
001 seaase ‘ o B °
Lasso RF Lasso RF

model model

7. Conclusion, next steps

Hidimstat now has an API compatible with Scikit-Learn, which eases its use by the machine
community as well as non-experts.

It contains the state of the art methods in the competitive domain of explainable Al. It comes along
many prublications [1-5, 8-10] that clarify the pros and cons of the methods and describe technical
aspects.

In the future, a software paper will be published to make the community aware of the features that
it proposes.
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