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1. eBRAIN-Health 

The consortium eBRAIN-Health provides a distributed European environment for analysing multilevel 
health information while maintaining privacy, interoperability and reproducibility. The project links 
molecular, cellular, imaging, clinical and behavioural evidence so that mechanisms of brain health and 
disease can be studied across conventional data boundaries. 

Actionable multilevel data are also important for therapeutic development. Candidate interventions 
must be connected to disease-relevant mechanisms, pharmacological properties, existing evidence 
and the populations in which they have been studied. No single researcher can manually review all of 
these relations at the scale now available in biomedical databases and publications. 

Deliverable D9.3 addresses this need through a demonstrator for in silico drug discovery. The 
implemented workflow combines Alzheimer's disease-related biological processes, DrugBank records 
and a graph database with a locally operated large language model. It produces traceable repurposing 
scores and explanations, compares knowledge-augmented prompting with an unstructured control 
condition, and subjects the output to run-stability, hallucination, embedding, clinical-trial and 
geographic-bias analyses 
. 
 

2. eBRAIN-Health consortium 

• CHARITE – Universitaetsmedizin Berlin, Germany 
• EBRAINS, Belgium 
• Forschungszentrum Juelich GmbH, Germany  
• Stichting Radboud Universiteit, Netherlands 
• Universidad Pompeu Fabra, Spain 
• OSLO Universitetssykehus, Norway 
• tp21 GMBH, Germany 
• Fraunhofer Gesellschaft zur Foerderung der Angewandten Forschung eV, Germany 
• INDOC RESEARCH EUROPE gGmbH, Germany 
• Universitaet Wien, Austria 
• Universidad Complutense de Madrid, Spain  
• EODYNE Systems SL, Spain 
• ATHENA – Research and Innovation Center, Greece  
• University of Oslo, Norway 
• Universita degli Studi di Roma la Sapienza, Italy 
• Alzheimer Europe, Luxembourg  
• Institute National de Recherche en Informatique et Automatique, France 
• Centre Hospitalier Universitaire Vaudois, Switzerland 
• The University of St Andrews, United Kingdom 
• Eidgenössische Technische Hochschule Zürich, Switzerland 

 
 
  

  

Find the partners on our website 

https://ebrain-health.eu/consortium.html
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3. Introduction 

Alzheimer's disease (AD) emerges from interacting processes that include protein processing, synaptic 
dysfunction, altered metabolism, inflammation and neuronal loss. This biological heterogeneity has 
complicated therapeutic development, even as the volume of disease and pharmacological 
information has expanded. Computational methods are therefore needed to organise evidence, 
expose mechanistic connections and identify testable candidates without presenting exploratory 
associations as established treatments (Kinney et al., 2018; Doherty et al., 2023). 

Drug repurposing asks whether a compound developed for one indication could be useful in another 
disease. Existing clinical experience may provide information about manufacturing, dosage, toxicity 
and pharmacokinetics, potentially reducing some early development burdens. These advantages do 
not remove the need for disease-specific efficacy testing, safety assessment or regulatory review, but 
they make systematic candidate prioritisation an attractive complement to de novo discovery 
(Parvathaneni et al., 2019; Grabowska et al., 2023). 

Biomedical ontologies and curated databases offer structured, auditable knowledge. Gene Ontology 
(GO) provides controlled descriptions of biological processes, while DrugBank records indications, 
mechanisms, pharmacodynamics and links to molecular processes (Ashburner et al., 2000; The Gene 
Ontology Consortium et al., 2023; Wishart et al., 2006). Large language models (LLMs), by contrast, 
can interpret heterogeneous natural-language fields and convert them into standardised outputs. 
Their flexibility is accompanied by sensitivity to prompts, training-data exposure and factual 
hallucination. Supplying an LLM with retrieved knowledge can therefore improve transparency, but 
does not make its output inherently correct (Chen et al., 2023; Baek et al., 2023). 

The D9.3 demonstrator tests this combined strategy in AD. It constructs a disease-focused drug-
process graph, screens eligible compounds with a locally controlled model workflow, and evaluates 
rating stability and biological plausibility under ontology-informed prompting relative to a zero-shot 
control. The accompanying analyses examine reasoning errors, pharmacological organisation in 
embedding space, similarity to expert literature, the clinical-trial landscape and geographic imbalance. 
The report is an eBRAIN-Health deliverable adaptation of the non-peer-reviewed bioRxiv preprint by 
Schmitt et al. (2025; version 2). 
 

4. Partners involved 

Charité - Universitätsmedizin Berlin led the demonstrator design, graph construction, software 
implementation, LLM experiments and evaluation. The work was conducted by Rico Andre Schmitt, 
Konstantin Bülau, Leon Martin, Christoph Hüttl, Michael Schirner, Leon Stefanovski and Petra Ritter.  

 

5. Description of work performed 

Unless otherwise stated, all datasets, parameters, methods, analyses and numerical results described 
in Sections 5 and 6 are reproduced or adapted from Schmitt et al. (2025). 
  
5.1. Scope and functional requirements 

The demonstrator was designed around six operational requirements. It had to connect drug records 
to an explicit disease-process set; preserve the evidence presented to the model; generate both a 
numeric score and an interpretable rationale; support a matched control without retrieved knowledge; 
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quantify stochastic variability across independent runs; and retain human review as a mandatory gate 
before any candidate could be proposed for further study. 

Table 1. Components of the D9.3 demonstrator. Adapted from Schmitt et al. (2025). 

Component Implementation Role in the demonstrator 

Disease-process layer 
GO biological-process terms from the ARUK-UCL 
AD-related annotation set (Kramarz et al., 2020). 

Defines the mechanistic scope used to select 
drug-process relations. 

Pharmacological layer 
DrugBank records including mechanisms and 
pharmacodynamics. 

Supplies structured and narrative evidence 
for candidate evaluation. 

Knowledge graph 
Drug, biological-process and AD nodes connected 
by explicit relations. 

Creates a queryable and provenance-
preserving screening substrate. 

Language-model layer 
Locally hosted Llama 3 8B with fixed configuration 
(Dubey et al., 2024). 

Converts heterogeneous evidence into a 
score and written rationale. 

Control condition 
Zero-shot prompt containing the drug identity but 
no graph-derived evidence. 

Separates prior model knowledge from the 
value added by retrieved context. 

Evaluation layer 
Repeated ratings, manual hallucination review, 
embeddings, literature and trial data. 

Evaluates rating stability, plausibility, 
factuality and potential bias. 

 

5.2. Knowledge graph and candidate universe 

The initial pharmacological inventory contained 16,581 DrugBank entries. Of these, 7,590 carried GO 
annotations that could be compared with the disease-process set. The intersection with the ARUK-UCL 
terms yielded 5,967 drugs connected to at least one AD-relevant biological process. The remaining 
10,614 compounds were not carried forward because the graph did not provide the process-level 
relation required by the knowledge-augmented workflow. Forty-four retained entries were already 
indicated for AD or recorded as being investigated in that context and were treated as internal 
benchmarks rather than genuine repurposing candidates (Schmitt et al.,2025). 

Each drug node retained the fields needed for transparent prompting: its name, DrugBank description, 
clinical description when available, pharmacodynamics, mechanism of action and associated GO 
processes. Disease and process nodes remained explicit, allowing a ranking to be traced back to the 
precise evidence supplied to the LLM. 
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Figure 1. Illustrative graph view for ripretinib. The drug node is connected to a readable subset of 
AD-associated GO processes and to the disease node, while its pharmacological fields remain 
available as prompt evidence. Fifteen of 76 connected processes are shown. Reproduced from 
Schmitt et al. (2025) under CC BY-NC 4.0; caption rewritten for this deliverable. 
 

5.3. Knowledge-augmented LLM screening 

Llama 3 8B was hosted locally to keep model configuration and data handling under project control. 
For the knowledge-augmented condition, the prompt combined the drug fields with every linked 
disease-relevant GO process. The model was asked to provide a reasoned assessment and a score 
between 0 and 1. The score was designed as a ranking instrument for virtual screening, not as a 
probability of clinical success. 

A matched zero-shot condition asked the same model to rate the named compound without 
pharmacodynamic, mechanistic or ontology-derived context. This comparison tested whether 
retrieved evidence altered the model output beyond information already encoded during pre-training. 
The final associative prompt supplied rating criteria without forcing a rigid reasoning template, 
because preliminary chain-of-thought instructions did not sufficiently separate low- and high-scoring 
candidates. 

5.4. Repeated scoring and statistical assessment 

Every eligible drug was evaluated in ten independent runs for each prompting condition. The model 
retained no conversational memory between runs and received no previous scores. For each 
compound, the workflow stored the individual ratings, mean, minimum, maximum, variance and 
rationale. A Friedman rank test (Friedman, 1937) assessed whether score distributions differed 
systematically across iterations; the test does not by itself establish equivalence or repeatability. 
Averaged scores then defined the final ranking used for manual review. 

5.5. Hallucination and human-review controls 

A factuality audit examined 50 randomly sampled rationales from each prompt condition. A response 
was marked as hallucinated when it contained a demonstrably false assertion or contradicted itself. 
Mechanistically speculative statements were not automatically classified as errors when they followed 

https://creativecommons.org/licenses/by-nc/4.0/
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from correct supplied information, because the screening task is explicitly hypothesis-generating. In 
addition, every rationale for a high-ranking compound without an established AD indication was 
manually reviewed. 

5.6. Embedding-based plausibility analysis 

The model's drug embeddings were analysed separately from its text generation. UMAP projections 
first tested whether familiar pharmacological classes occupied coherent neighbourhoods. The top 50 
drugs from each prompt condition were then compared with 22 repurposing candidates discussed in 
an independent 2025 review (Cummings et al., 2025). 

For quantitative comparison, cosine distance was calculated as one minus cosine similarity. For each 
of the 50 top-ranked drugs in a screening condition, the minimum distance to any of the 22 literature 
candidates was calculated, and these 50 minimum distances were summarised. A smaller value 
indicates closer semantic placement, but cannot by itself establish pharmacological equivalence or 
therapeutic efficacy. 

 
 

6. Results 

6.1. Rating stability and candidate prioritisation 

The ten repeated runs showed no statistically detectable systematic score difference across iterations 
in either condition. The Friedman test returned p = 0.15 for zero-shot prompting and p = 0.24 for the 
ontology-informed condition. These results indicate that no systematic iteration effect was detected 
under the tested configuration; they do not by themselves establish equivalence, repeatability or 
biological correctness of the ranking (Schmitt et al., 2025). 

The highest mean scores in the knowledge-augmented condition ranged from 0.82 to 0.90. Known AD 
programmes occupied the leading positions, including CTS-21166, lecanemab and verubecestat. This 
functions as a partial face-validity check, but it may also reflect model exposure to well represented 
AD drug information. Manual review separated these benchmarks from compounds whose established 
indication lay outside AD. 

 
Figure 2. Distribution of scores for the 20 highest-ranked compounds across ten independent 
knowledge-augmented runs. Most candidates showed a narrow range, while indigotindisulfonic 
acid displayed the greatest variability. Reproduced from Schmitt et al. (2025) under CC BY-NC 
4.0; caption rewritten for this deliverable. 

 
Table 2. Selected high-ranking entries and their screening role. Adapted from Schmitt et al. (2025). 

https://creativecommons.org/licenses/by-nc/4.0/
https://creativecommons.org/licenses/by-nc/4.0/
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Compound Mean score Interpretation in D9.3 

CTS-21166 0.90 Beta-secretase programme already investigated in AD; benchmark, not repurposing. 

Lecanemab 0.90 Approved AD therapy; positive-control benchmark for ranking behaviour. 

Verubecestat 0.88 Former AD development programme; illustrates that a high score does not predict trial 
success. 

CAD106 0.84 Amyloid-directed immunotherapy programme with an existing AD research history. 

Ripretinib 0.83 Gastrointestinal stromal tumour kinase inhibitor and the highest clear non-AD lead. 

Pertuzumab 0.82 HER2-directed oncology drug; one supporting rationale contained a factual 
hallucination. 

Aranidipine 0.82 Antihypertensive compound retained as an exploratory repurposing signal. 

 

Approximately half of the leading set lacked an established AD development background and therefore 
remained candidates for additional repurposing review. Ripretinib was the highest-ranked compound 
with a clearly identifiable non-AD indication and no determined AD programme in the source review. 
The ranking does not justify treatment use or a prospective trial; it identifies where retrospective 
analysis and expert triage could be concentrated. 

 

6.2. Effect of retrieved knowledge on hallucinations 

Knowledge augmentation produced the clearest quality-control difference. Nineteen of 50 zero-shot 
rationales contained a factual or self-contradictory error, compared with one of 50 ontology-informed 
rationales. The observed error proportion therefore fell from 38% to 2%, a reduction of 36 percentage 
points under the tested sampling procedure (Schmitt et al., 2025). 

Manual review remained indispensable and included a separate assessment of the high-ranking table. 
Pertuzumab was the single hallucination identified among eligible repurposing candidates across the 
rating iterations: its augmented rationale incorrectly claimed established neuroprotective effects. D-
glucose, which was not classified as an eligible repurposing candidate because it already had an AD 
research history, was separately flagged because the rationale described the compound itself as a 
transporter. These observations arise from a different review set than the 50-response random-sample 
audit and therefore do not constitute a two-of-50 count. Together, they show that retrieved context 
can markedly reduce, but cannot eliminate, unsupported statements. 

 

6.3. Pharmacological structure in embedding space 

The UMAP plausibility check (McInnes et al., 2020) showed broad grouping of several familiar classes, 
including selective serotonin reuptake inhibitors, beta blockers, proton-pump inhibitors, 
antipsychotics, statins and selected antibiotic families. This suggests that the model embeddings retain 
useful pharmacological structure. At the same time, shared name suffixes and very long systematic 
chemical names may contribute to clustering and should not be mistaken for mechanistic 
understanding. 
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Figure 3. UMAP projection of a manually curated pharmacological validation set. 
Neighbourhoods broadly correspond to known drug classes after reducing 4,096-dimensional 
Llama 3 embeddings to two dimensions. Reproduced from Schmitt et al. (2025) under CC BY-NC 
4.0; caption rewritten for this deliverable. 
 
 

6.4. Agreement with expert literature 

When the top 50 drugs from each prompt condition were compared with 22 literature candidates, the 
knowledge-augmented list occupied embedding space closer to the expert comparison set. Mean 
nearest-neighbour cosine distance decreased from 0.376 in the zero-shot condition to 0.295 with 
graph-derived context. Total distance fell from 18.807 to 14.772, while the maximum distance was 
unchanged at 0.692 (Schmitt et al., 2025). 

 
Figure 4. Two-dimensional embedding comparison of the top 50 zero-shot candidates, the top 50 ontology-
informed candidates and 22 drugs selected from a recent expert review. The knowledge-augmented set 
shows greater proximity to the literature group. Reproduced from Schmitt et al. (2025) under CC BY-NC 4.0; 
caption rewritten for this deliverable. 

 

  

https://creativecommons.org/licenses/by-nc/4.0/
https://creativecommons.org/licenses/by-nc/4.0/
https://creativecommons.org/licenses/by-nc/4.0/
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Table 3. Cosine-distance comparison with the literature set. Adapted from Schmitt et al. (2025). 

Metric Zero-shot Knowledge-augmented 

Mean nearest distance 0.376 0.295 

Sum of nearest distances 18.807 14.772 

Minimum distance 0.110 0.103 

Maximum distance 0.692 0.692 

 

The reduction in mean distance provides comparative support for the retrieved knowledge condition. 
It is not a clinical validation metric: embeddings can reflect naming conventions, co-occurrence and 
training exposure, and no definitive list of effective repurposed AD drugs exists as a ground truth. 

6.5. Clinical-trial context and evidence exposure 

Trial records retrieved from ClinicalTrials.gov on 26 July 2024, as reported by Schmitt et al. (2025), 
could be matched to 2,918 of the 5,967 rated drugs (U.S. National Library of Medicine, 2024). Across 
phases, higher scores were weakly associated with larger log-transformed numbers of registered 
studies. Regression coefficients were statistically significant (p < 0.01), but R-squared values ranged 
only from 0.01 to 0.03. Rating therefore explained approximately 1-3% of the variance in log-
transformed study counts. The direction of the association nevertheless raises the possibility that well-
studied compounds benefit from greater representation in model training data. 

 
Figure 5. Average drug score versus the logarithm of registered study count, separated by trial 
phase. Positive slopes are statistically detectable, but the very small R2 values show limited 
explanatory power. Reproduced from Schmitt et al. (2025) under CC BY-NC 4.0; caption 
rewritten for this deliverable. 
 
 

6.6. Biological interpretation and geographic coverage 

Process-level grouping linked many rated compounds to proteolysis, signal transduction, lipid 
metabolism, transcriptional regulation, cellular stress responses and apoptotic control. These 

https://creativecommons.org/licenses/by-nc/4.0/
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groupings provide a mechanism-oriented view of the ranking, but some classes were assigned by the 
LLM because consistent pharmacological labels were not available for every experimental compound. 

Study facilities were concentrated in North America and Europe. Because the mapped Study Score 
combines study frequency with average LLM rating, the visualisation is descriptive and cannot 
independently establish an association between study intensity and rating. It does not demonstrate 
region-specific efficacy. The geographic concentration identifies an evidence imbalance that may limit 
transfer across ancestry, health-system, environmental and socioeconomic contexts and should 
accompany downstream interpretation. 

 
Figure 6. Geographic distribution of trial facilities for rated drugs. Colour intensity represents a 
composite of study frequency and average score; it visualises geographic concentration but is 
not an independent test of association between these variables. Reproduced from Schmitt et 
al. (2025) under CC BY-NC 4.0; caption rewritten for this deliverable. 
 
 

6.7. Deliverable outputs 

The work reported in D9.3 provides the following reusable outputs: 

• A graph representation connecting AD pathology, 1,778 disease-relevant GO processes and 
DrugBank compounds. 

• A documented, locally controlled LLM workflow for zero-shot and graph-informed drug-
repurposing scoring. 

• Per-run scores, summary statistics and machine-readable rationales for 5,967 eligible drugs. 
• A documented human-review procedure for factual hallucinations and candidate status. 
• Embedding and cosine-distance analyses for pharmacological plausibility and literature 

comparison. 
• Clinical-trial phase, study-count and facility-location analyses that expose evidence and 

population imbalance. 
• Open-source code and documentation that can be adapted to another disease-specific GO 

process set. 
• Source code: github.com/virtual-twin/allmzheimer 
• Methodological source preprint: doi.org/10.1101/2024.12.04.626255 

https://creativecommons.org/licenses/by-nc/4.0/
https://github.com/virtual-twin/allmzheimer
https://doi.org/10.1101/2024.12.04.626255
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7. Conclusion and next steps 

7.1. Conclusion 

D9.3 demonstrates that structured biological and pharmacological knowledge can be combined with 
a locally controlled LLM to support transparent in silico candidate prioritisation. The graph reduces the 
drug universe to compounds connected to an explicit AD process set, while the model translates mixed 
structured and narrative evidence into comparable scores and explanations. 

The evaluation favours knowledge augmentation over zero-shot prompting under the tested 
conditions. No systematic score difference was detected across iterations, although the Friedman 
results alone do not establish repeatability. Factual hallucinations were much less frequent, and the 
leading ontology-informed embeddings were closer to drugs discussed by domain experts. The 
demonstrator also makes its own weaknesses visible: known AD agents dominate the highest ranks, 
some rationales remain wrong, trial exposure is only weakly related to scores, and available evidence 
is geographically uneven. 

Accordingly, the output is a research-prioritisation resource rather than a treatment recommendation 
or automated discovery claim. Its scientific value lies in narrowing a large candidate space, retaining 
the evidence behind each score and directing expert attention towards hypotheses that can be tested 
with independent data. 

 

7.2. Limitations 

The disease-process layer depends on the coverage and curation choices of the ARUK-UCL set, while 
DrugBank GO annotation was available for only part of the compound inventory. Missing or overly 
broad process links can therefore alter candidate inclusion. The 8,000-token context window was 
exceeded for 135 drugs, and four compounds generated at least one non-numeric response. 

Results are specific to one Llama 3 8B configuration and one prompt design. Embedding proximity can 
reflect lexical form or exposure during training rather than shared pharmacology. The expert literature 
set is a pragmatic comparator, not a ground truth. Clinical-trial retrieval covered fewer than half of the 
rated compounds, and its geographic distribution was strongly imbalanced. Most importantly, the 
ranking does not estimate causal efficacy, patient benefit, toxicity, blood-brain-barrier penetration or 
drug-drug interactions. 

 

7.3. Next steps 

The immediate validation step is retrospective analysis in independent clinical or real-world datasets. 
High-ranking non-AD compounds, including ripretinib, can be examined for associations with cognitive 
trajectories or incident dementia while controlling for indication, comorbidity, treatment duration and 
survival bias. Any signal would require pharmacological and safety review before prospective 
investigation. 

Methodological extensions should compare several open models, use time-split evaluations that 
minimise information leakage, enforce structured outputs, and benchmark prompts against retrieval 
and graph-native baselines. Candidate ranking should incorporate toxicity, contraindications, blood-
brain-barrier access, exposure, target engagement and polypharmacy. Population coverage should 
become an explicit evaluation dimension rather than a post hoc visualisation. 



                               eBRAIN-Health 

public document  13 / 14 
 

Within eBRAIN-Health, the demonstrator can be connected to spatial pathway maps and Virtual Brain 
Twin workflows. This would allow a candidate's molecular targets to be linked to affected cell types, 
brain regions and simulated network consequences, creating a traceable route from database 
screening to mechanistic in silico testing. 
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